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Abstract

The past decade was marked by significant progress in the field of artificial intelligence
and statistical learning. Efficient new algorithms, coupled with the availability of large
datasets and the dramatic increase in computing power, led to solutions that match or
exceed human performance in perception tasks such as image and speech recognition,
3D shape analysis and various types of generative modeling.

However, the most impressive of modern models come in the form of computationally
expensive black boxes, with the majority of them lacking the ability to reason about the
confidence of their predictions robustly. Being capable of quantifying model uncertainty
and recognizing failure scenarios is crucial when it comes to incorporating them into
complex decision-making pipelines, e.g. autonomous driving or medical image analysis
systems. It is also important to maintain a low computational cost of these models -
the model that can be deployed on a mobile phone or an average PC rather than a GPU
cluster will have a much higher potential social impact.

In the present thesis, the aforementioned desired properties of robustness and effi-
ciency of deep learning models are studied and developed in the three specific realms of
computer vision. First, we investigate deep probabilistic models that allow uncertainty
quantification, i.e. the models that "know what they do not know”. Here, we propose a
novel model for the task of angular regression that allows probabilistic object pose es-
timation from 2D images. We also showcase how the general deep density estimation
paradigm can be adapted and utilized in two other real-world applications, ball trajectory
prediction and brain imaging.

Next, we turn to the field of 3D shape analysis and rendering. We propose a method
for efficient encoding of 3D point clouds, the type of data that is hard to handle with
conventional learning algorithms due to its unordered nature. We show that simple neural
networks that use the developed encoding as input can match the performance of state-of-
the-art methods on various point cloud processing tasks while using orders of magnitude
less floating point operations.

Finally, we explore the emerging field of neural rendering and develop the framework
that connects classic deformable 3D body models with modern image-to-image trans-
lation neural networks. This combination allows efficient photorealistic human avatar
rendering in a controlled manner, with the possibility to control the camera flexibly and
to change the body pose and shape appearance.

The thesis concludes with the discussion of the presented methods, including current
limitations and future research directions.
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Zusammenfassung

Das vergangene Jahrzehnt war von bedeutenden Fortschritten auf dem Gebiet der kiinstlichen
Intelligenz und des statistischen Lernens gepragt. Effiziente neue Algorithmen, gepaart
mit der Verfligbarkeit groRer Datensétze und einem drastischen Anstieg der Rechenleis-
tung, erlaubten es, die menschliche Wahrnehmung im Bereich der Bild- und Spracher-
kennung, der 3D-Formanalyse und bei verschiedenen Arten der generativen Modellie-
rung zu imitieren, diese in vielen Hinblicken sogar zu tbertreffen.

Die beeindruckendsten modernen Modelle sind jedoch rechenintensive Blackboxen,
denen meist die Fahigkeit fehlt, robust tGiber die Zuverlassigkeit ihrer Vorhersagen zu ur-
teilen. Modellunsicherheiten zu quantifizieren und Fehlerszenarien zu erkennen, ist von
entscheidender Bedeutung, wenn es darum geht, sie in komplexe Entscheidungsprozesse,
zu implementieren, z.B. in autonome Fahrsysteme oder medizinische Bildanalysesyste-
me. Ebenso wichtig ist es, die bendtigte Rechenleistung dieser Modelle niedrig zu halten
- ein Modell, welches auf einem Mobiltelefon oder einem durchschnittlichen PC und
nicht nur einem GPU-Clusters eingesetzt werden kann, wird potentiell eine viel groere
soziale Auswirkung haben.

In der vorliegenden Arbeit werden die oben genannten, erwiinschten Eigenschaften
der Robustheit und Effizienz in Modellen fiir das tiefe Lernen in drei verschiedenen
Bereichen der Computer Vision untersucht und weiterentwickelt.

Zum einen untersuchen wir tiefe probabilistische Modelle, die eine Quantifizierung
der Unsicherheit erlauben, d.h. solche Modelle, die ”wissen, was sie nicht wissen”. Hier
demonstrieren wir, dass ein neuartiges, von uns entworfenes Modell fiir die Aufgabe der
Winkelregression, eine probabilistische Abschéatzung der Objektposition aus 2D-Bildern
ermoglicht. Wir zeigen auch, wie das allgemeine Paradigma der Schéatzung der tiefen
Dichte angepasst und in zwei anderen realen Anwendungen, der Vorhersage der Flug-
bahn von Kugeln und der Bildgebung des Gehirns, verwendet werden kann.

Zum anderen untersuchen wir 3D-Formanalyse und 3D-Rendering. Wir haben eine
effiziente Methode zur Kodierung von 3D-Punktewolken entwickelt, der Art von Daten,
die aufgrund ihrer ungeordneten Natur mit herkdmmlichen Lernalgorithmen schwer zu
handhaben sind. Wir zeigen, dass einfache neuronale Netze, die die entwickelte Kodie-
rung als Input verwenden, die Leistung modernster Methoden fur verschiedene Aufgaben
der Punktwolkenverarbeitung erreichen kdnnen, wahrend sie mit um Zehnerpotenzen ge-
ringeren FlieRkommaoperationen arbeiten.

Desweiteren kombinieren wir klassische verformbare 3D-Kdrpermodelle mit moder-
nen neuronalen Netzwerken zur Bild-zu-Bild-Translation im jungen Gebiet des neuro-
nalen Renderings.Diese Kombination ermdglicht duRerst effizient ein fotorealistisches,



Zusammenfassung

menschliches Avatar-Rendering, mit der Moglichkeit, die Kamera flexibel zu steuern und
die Korperhaltung und das Aussehen des Korpers zu verdndern.

Die Dissertation schliel3t mit der Diskussion der vorgestellten Methoden, einschlie3-
lich der aktuellen Grenzen und zukinftigen Forschungsrichtungen.
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Chapter 1

Introduction

1.1 Motivation

The progress in computer vision was truly remarkable in the past decade. Powered by
the increased availability of 2D and 3D data, computational resources and ef cient deep
learning algorithms, visual learning pipelines become a part of our daily life. This in-
cludes algorithms for face identi cation, image search, character recognition, computa-
tional photography, driving assistance systems and many more.

With the increased role of computer vision in critical applications, two considerations
become of great importance. First, deployed models should be robust to novel input data,
i.e. the one that signi cantly differs from those seen during the training phase. At the
very least, the model should be able to detect these scenariaemrdtly quantify its
uncertaintyabout the produced results. If uncertainty is not well-calibrated, or—even
worse—is not taken into account at all, then the consequences of decisions made by the
system cannot be accurately assessed, resulting in poor decisions at best, and danger-
ous actions at worst. Examples of such systems include autonomous driving systems,
medical imaging and robotics.

Another desired feature of any real-world systentasnputational ef ciency The
best of deep learning systems regularly need days and weeks of training time, as well as
powerful GPUs during test time inference. At the same time, there are multiple reasons
why the ef ciency of our developed algorithms should be a concern. First, a system that
can be deployed on an average smartphone rather than a GPU cluster will have a much
more social impact. One can think of an analogy with digital photography here: the
ability to take a photo with a smartphone and upload it to the Internet made datasets like
ImagenNet [64] possible, and consequently, marked up the whole new era of data-driven
visual learning. Another rising concern is the carbon footprint of deep learning research.
Recently, it has been shown that training some of the models for NLP tasks results in the
amount of CO2 emissions that are comparable to a lifetime of ve average cars [252].

Finally, ef ciency and robustness of a visual learning system become essential when
both inference and learning is made on an isolated compact computing device. One
successful example of such a system is Apple Face ID [2] which allows user to unlock a
smartphone via RGB-D image taken with front-face camera sensors. The system learns
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Figure 1.1:Robust and ef cient visual systems in technology and bioldgy Apple
FacelD technology for image-based authorization running directly on a user device [2,
5]; (b) with only 1 neurons,honeybeesre capable of performing large variety of
tasks, including navigation, abstract concept learning, communication and uncertainty
reasoning [178, 3].

a model of an owner's face from a series of calibration shots. During authorization,
this model is compared to the one obtained from the authorization image. The whole
process of user-dependent model adjustment and test-time inference is made directly on
the device, with no data leaving the protected storage. The system is also continuously
learning to adapt to novel face appearances like changing hairstyles, glasses, etc.

As with many other technological designs, including neural networks themselves, one
can seek inspiration in biological systems. Here, a honeybee and similar species form a
perfect example of a truly ef cient perceiving system [178]. The brain of a bee consists
of only  10° neurons (0.001% that of a human brain). Yet, a single honeybee have a
surprising portfolio of successfully executed perception and behavioral tasks, including
pattern recognition [20], optical ow based navigation [71], communicating via sym-
bolic language [269] and abstract reasoning [19]. Strikingly, they also learn to quantify
the reliability of the obtained information about the environment and learn to pay less
attention to noisy signals [214]. While we do not necessarily want to copy the biological
design, this example showcases that a complex pattern analysis can be done within a
relatively miniature system.

1.2 Organization and Contributions

In this thesis, we focus on three speci c topics that contribute to the overall goal of
creating truly robust and ef cient visual learning algorithms.

First, we investigate the models that infer object pose from 2D images (Figure 1.2a).
Modern deep learning systems successfully solve this task when the input image is of
high quality. However, in challenging imaging conditions such as on low-resolution
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