
Advancing Methods and Applicability of
Simulation-Based Inference in Neuroscience

Dissertation
der Mathematisch-Naturwissenschaftlichen Fakultät

der Eberhard Karls Universität Tübingen

zur Erlangung des Grades eines

Doktors der Naturwissenschaften

(Dr. rer. nat.)

vorgelegt von
Jan Bölts

aus Fischerhude

Tübingen
2023



Gedruckt mit Genehmigung der Mathematisch-Naturwissenschaftlichen Fakultät der Eberhard
Karls Universität Tübingen.

Tag der mündlichen Qualifikation: 10.05.2023

Dekan: Prof. Dr. Thilo Stehle
1. Berichterstatter: Prof. Dr. Jakob H. Macke
2. Berichterstatterin: Prof. Dr. Anna Levina (Martius)



Abstract

The use of computer simulations as models of real-world phenomena plays an increasingly impor-
tant role in science and engineering. Such models allow us to build hypotheses about the processes
underlying a phenomenon and to test them, e.g., by simulating synthetic data from the model and
comparing it to observed data. A key challenge in this approach is to find those model configura-
tions that reproduce the observed data. Bayesian statistical inference provides a principled way to
address this challenge, allowing us to infer multiple suitable model configurations and quantify
uncertainty. However, classical Bayesian inference methods typically require access to the model’s
likelihood function and thus cannot be applied to many commonly used scientific simulators. With
the increase in available computational resources and the advent of neural network-based machine
learning methods, an alternative approach has recently emerged: simulation-based inference (SBI).
SBI enables Bayesian parameter inference but only requires access to simulations from the model.

Several SBI methods have been developed and applied to individual inference problems in
various fields, including computational neuroscience. Yet, many problems in these fields remain
beyond the reach of current SBI methods. In addition, while there are many new SBI methods,
there are no general guidelines for applying them to new inference problems, hindering their
adoption by practitioners.

In this thesis, I want to address these challenges by (a) advancing SBI methods for two partic-
ular problems in computational neuroscience and (b) improving the general applicability of SBI
methods through accessible guidelines and software tools. In my first project, I focus on the use
of SBI in cognitive neuroscience by developing an SBI method designed explicitly for computa-
tional models used in decision-making research. By building on recent advances in probabilistic
machine learning, this new method is substantially more efficient than previous methods, allowing
researchers to perform SBI on a broader range of decision-making models. In a second project,
I turn to computational connectomics and show how SBI can help to discover connectivity rules
underlying the complex connectivity patterns between neurons in the sensory cortex of the rat. As
a third contribution, I help establish a software package to facilitate access to current SBI methods,
and I present an overview of the workflow required to apply SBI to new inference problems as part
of this thesis.

Taken together, this thesis enriches the arsenal of SBI methods available for models of decision-
making, demonstrates the potential of SBI for applications in computational connectomics, and
bridges the gap between SBI method development and applicability, fostering scientific discovery
in computational neuroscience and beyond.
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Zusammenfassung
Der Einsatz von Computermodellen spielt in Wissenschaft und Technik eine immer größere Rolle.
Solche Modelle erlauben es, Hypothesen über die einem Forschungsgegenstand zugrundeliegenden
Prozesse aufzustellen und diese schrittweise zu verbessern, indem z.B. synthetische Daten aus dem
Modell simuliert und mit beobachteten Daten verglichen werden. Allerdings haben Modelle in der
Regel unbekannte Parameter. Eine zentrale Herausforderung besteht daher darin, Modellparameter
zu finden, die in der Lage sind, die beobachteten Daten zu reproduzieren. Die statistische Meth-
ode der Bayes’schen Inferenz bietet eine ideale Lösung für diese Herausforderung: Sie ermöglicht
es, viele verschiedene Modellparameter gleichzeitig zu testen, alle geeigneten zu identifizieren
und dabei statistische Unsicherheiten zu berücksichtigen. Klassische Methoden der Bayes’schen
Inferenz erfordern jedoch den Zugriff auf die sogenannte Likelihood-Funktion des Modells, was
für viele gängige wissenschaftliche Modelle nicht möglich ist, da es sich oft um komplexe Com-
putersimulationen handelt. Mit der Zunahme der Rechenressourcen und dem Aufkommen des
maschinellen Lernens wurde ein alternativer Ansatz entwickelt, um dieses Problem zu lösen: Sim-
ulationsbasierte Inferenz (SBI). SBI verwendet vom Modell simulierte Daten, um Algorithmen des
maschinellen Lernens zu trainieren und ermöglicht so Bayes’sche Parameter-Inferenz für komplexe
simulationsbasierte wissenschaftliche Modelle.

In den letzten Jahren wurden viele SBI-Methoden entwickelt und auf Inferenzprobleme sowohl
in den Neurowissenschaften als auch in vielen anderen Bereichen angewendet. Dennoch gibt es
noch offene Herausforderungen: Zum einen bleiben viele Modelle aufgrund ihrer Komplexität
außerhalb der Reichweite aktueller SBI-Methoden. Zum anderen mangelt es an zugänglichen
Softwaretools und Anleitungen, um SBI-Methoden auf neue Inferenzprobleme anzuwenden.

In meiner Dissertation möchte ich diese Probleme angehen, indem ich einerseits die SBI-
Methodik für konkrete Fragestellungen in den Neurowissenschaften verbessere und andererseits
die allgemeine Anwendbarkeit von SBI-Methoden durch zugängliche Leitlinien und Softwaretools
verbessere. In meinem ersten Projekt beschäftige ich mich mit der Anwendung von SBI in den
kognitiven Neurowissenschaften und entwickle eine neue SBI-Methode, die speziell für Modelle
der Entscheidungsfindung konzipiert ist. Da diese neue Methode auf den jüngsten Fortschritten im
Bereich des maschinellen Lernens basiert, ist sie um ein Vielfaches effizienter als frühere Methoden
und kann daher auf ein breiteres Spektrum von Modellen angewendet werden. In einem zweiten
Projekt wende ich mich der Konnektomie zu, einem Bereich der Neurowissenschaften, der versucht,
die Prinzipien hinter den komplexen Konnektivitätsmustern im Gehirn zu verstehen. Ich zeige, wie
SBI dabei helfen kann, Modelle über neue Konnektivitätsregeln im sensorischen Kortex der Ratte zu
testen und an die gemessenen Daten anzupassen. Als drittes Projekt präsentiere ich einen Leitfaden
für die Anwendung von SBI auf neue Inferenzprobleme, und ich bin einer der Hauptentwickler
eines neuen Softwarepakets, das den Zugang zu aktuellen SBI-Methoden erleichtert.

Zusammengenommen wird diese Arbeit den wissenschaftlichen Fortschritt in den Neurowis-
senschaften und darüber hinaus fördern, indem sie das Arsenal an SBI-Methoden bereichert, das
Potential von SBI für die Konnektomie aufzeigt und die Lücke zwischen Entwicklung und Anwend-
barkeit von SBI-Methoden im Allgemeinen überbrückt.

2



Acknowledgements

I would like to thank all those who have supported me throughout my PhD journey. This thesis
would not have been possible without their guidance, encouragement, and help.

First and foremost, I would like to thank Prof. Dr. Jakob Macke for his supervision and mentor-
ship over the past five years. I am especially grateful for his support and trust when I was working
remotely after the lab moved to Tübingen. I would also like to thank Prof. Dr. Anna Levina for
being my second supervisor in Tübingen.

I am incredibly grateful to all my colleagues and peers in the Macke lab for providing a support-
ive, collaborative, and fun working environment. Special thanks go to Dr. Jan-Matthis Lückmann
and Dr. Pedro Gonçalves for supporting me from my start as an intern student in 2017 to the sub-
mission of this thesis; to Dr. Álvaro Tejero-Cantero, who taught me perseverance both in research
and in ski mountaineering; to Auguste Schulz, Dr. Poornima Ramesh, Dr. Richard Gao, Janne Lap-
palainen, and Michael Deistler for being there when needed, supporting me with valuable advice
and great discussions, and for hosting me so well during my visits to Tübingen—for being such
good colleagues and friends.

Many thanks to the following people for their valuable feedback on the thesis: Auguste Schulz,
Poornima Ramesh, Paul Pommer, Jan-Matthis Lückmann, Pedro Gonçalves, Michael Deistler, Cor-
nelius Schröder, Sören Becker, and Clara Teusen.

I would also like to thank Franziska Weiler, Ilona Nar-Witte, and Alexandra Petelski for their
administrative support in Tübingen and Munich.

Finally, I want to thank my dear friends, family, and partner with all my heart. Their unwavering
love, support, and encouragement have carried me through this PhD journey: Bene, Sören, Nico,
my chosen family Theresia and Herbert, my parents Meike and Uwe Bölts, and last but most, Clara.

3



Contents

1 Introduction 6

2 General Background 9
2.1 Scienti�c discovery with simulation-based models . . . . . . . . . . . . . . . . . . . 9

2.1.1 Simulation-based models . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10
2.1.2 Statistical inference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.2 Simulation-based inference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14
2.2.1 Approximate Bayesian computation . . . . . . . . . . . . . . . . . . . . . . . 15
2.2.2 Neural simulation-based inference . . . . . . . . . . . . . . . . . . . . . . . 16

3 Simulation-based inference in practice 21
3.1 A-priori checks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

3.1.1 Model misspeci�cation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21
3.1.2 Prior predictive checks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

3.2 SBI hyperparameters . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23
3.2.1 Choice of SBI method . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
3.2.2 Embedding networks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 24
3.2.3 Density estimators . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

3.3 Training and inference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
3.3.1 Neural network training . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
3.3.2 Inference . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26

3.4 A-posteriori checks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.4.1 Posterior predictive checks . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.4.2 Simulation-based calibration . . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.4.3 Posterior analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

4 Publications 34
4.2 Flexible and ef�cient simulation-based inference for models of decision-making . . 35
4.3 Simulation-based inference for ef�cient identi�cation of generative models in com-

putational connectomics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
4.4 sbi: A toolkit for simulation-based inference . . . . . . . . . . . . . . . . . . . . . . 43

5 Conclusion 45
5.1 A simulation-based model is all you need: scienti�c discovery with SBI . . . . . . . 45
5.2 All models are wrong: model misspeci�cation in SBI . . . . . . . . . . . . . . . . . 46
5.3 Mind the gap: applicability of SBI methods . . . . . . . . . . . . . . . . . . . . . . . 46

Appendices 58

4



CONTENTS 5



Chapter 1

Introduction

Computer simulations play a crucial role in many areas of science and engineering and can have a
profound impact on our daily life. The perhaps most drastic and evident in�uence of simulations on
everyone's daily life may be their role during the onset of the covid-19 pandemic in early 2020: By
the summer of 2020, we had all become accustomed to regularly checking the forecasts about new
infection numbers to prepare for the next interventions. Behind the scenes, it was computer simula-
tions of epidemiological models that enabled these forecasts and greatly in�uenced the decisions to
shut down the economic, cultural, and personal life around the world (Spooner et al. 2021; Lewis
2022). Similarly, in the case of the global climate catastrophe, large-scale computer simulations
are used to study the earth's climate system and to simulate the effects of global warming, forming
the basis for political and individual actions (Peng et al. 2021; Glavovic et al. 2022). Another great
example is the discovery of the Higgs boson: In addition to conducting extensive experiments
of colliding particles at CERN1, researchers built detailed computer simulations of the physical
processes underlying particle collisions and used these simulations to con�rm the existence of the
Higgs boson (Massimi et al. 2015). These are just three among many examples of how computer
simulations help tackle emerging global crises and facilitate scienti�c discovery. But what precisely
are computer simulations, and what makes them so useful?

In the scienti�c context, a computer simulation can be de�ned as a computer program that
simulates a real-world system (Winsberg 2022), e.g., a simulation of a pendulum. One run of
this program would simulate the movement of the pendulum and would produce simulated data
just like we would observe in an experiment, e.g., the period of the pendulum. Suppose we have
measured the period of a real pendulum and want to understand the underlying physical processes.
We could build a computer simulation of the pendulum that incorporates all our knowledge as
well as hypotheses about the underlying physical processes and aim to reproduce the measured
data in the simulation. If we succeed and the simulated data accurately matches the observed
data, then we have some evidence in favor of our hypotheses about the pendulum. Unarguably,
the simulation will never fully match the underlying real-world system. However, it can still be
helpful to improve our mechanistic understanding of the system, motivate new experiments and
make forecasts. By repeating this procedure, we can gradually improve the accuracy of the model
and eventually arrive at new scienti�c discoveries (Hartmann 1996; Boge 2020).

Using suchsimulation-based modelsfor scienti�c discovery comes with a central methodological
challenge: The models usually have free parameters that represent our hypotheses or otherwise
unknown properties of the underlying process. Therefore, we need reliable methods for identifying

1European Organization for Nuclear Research
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and interpreting these parameters. The overarching goal of my thesis is to address this challenge
by improving the methods for identifying unknown parameters in simulation-based models.

A conceptually simple approach to �nding suitable model parameters would be trying out
many different parameter combinations and selecting those for which the simulated data matches
the observed data most closely. However, simulation-based models can have many parameters of
interest, and trying out all possible combinations is often not feasible. Furthermore, it is usually
not enough to �nd one best-�tting parameter because there might be multiple parameter settings
that reproduce the observed data equally well or because we are uncertain about the exact value
of a parameter and rather want to specify a range of possible values.

Among the many techniques that have been developed for identifying model parameters, there
is one technique called Bayesian statistical inference2 that is particularly suited for these chal-
lenges: Instead of identifying one best-�tting parameter combination like in the example above,
the Bayesian approach identi�es an entire probability distribution over parameters that charac-
terizes how likely each parameter is to reproduce the observed data. This probability distribution
allows us to ef�ciently identify all suitable model parameters and study the relations between these
alternative solutions, substantially improving the interpretability of the simulation-based approach.
Additionally, it quanti�es the uncertainty about the parameters, e.g., uncertainty due to the ran-
domness of the underlying process or due to limited information in the observed data. Bayesian
inference is thus a conceptually powerful tool for identifying model parameters. Unfortunately, it
is based on a mathematical framework that has a speci�c technical requirement: It requires access
to the so-called likelihood function of the model. The likelihood function is an analytical expression
for the relationship between the observed data and the model parameters, and it is essential for
identifying the distribution over suitable model parameters (see General Background for details).
The problem is that most simulation-based models cannot be expressed in mathematical terms be-
cause they are de�ned as—potentially complex—computer simulations. Their likelihood function
is thus only implicitly de�ned by the computer simulation and often cannot be accessed ef�ciently.
As a consequence, standard Bayesian inference methods cannot be applied to most simulation-
based models. However, several alternative approaches have been proposed that allow performing
Bayesian inference by using only simulations from the model, i.e., without having to access the
likelihood. These methods are collectively referred to assimulation-based inferenceand are the
focus of this thesis.

In simulation-based inference (SBI, Cranmer et al. 2020) the idea is to generate many different
simulations from the model based on different candidate parameter combinations and to use this
large set of simulated data to approximate the desired probability distribution over suitable model
parameters. While the original idea for this simulation-based approach dates back to Diggle et al.
1984, it gained momentum only much later when advances in computing resources made it possible
to apply it to practically relevant simulation-based models (Beaumont et al. 2002; Sunnåker et al.
2013; Sisson et al. 2018)3. More recently, the advent of arti�cial neural networks and deep learning
(LeCun et al. 2015) led to a new wave of SBI methods. These so-calledneural SBI methods leverage
the new abilities of arti�cial neural networks to approximate probability distributions (Germain
et al. 2015; Mohamed et al. 2017): instead of accessing the likelihood function of the model, one
simulates many different data sets from the model using different parameter combinations and
uses them to train an arti�cial neural network to perform Bayesian inference, i.e., let the neural
network predict the distribution over parameters likely to reproduce the observed data.

2After Thomas Bayes, an English statistician, philosopher, and pastor in the 18th century
3TheseclassicalSBI methods are often referred to as Approximate Bayesian Computation (ABC), see below for details.
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Over the past few years, a considerable arsenal of SBI methods has been developed and suc-
cessfully applied across many disciplines: from particle physics (Brehmer et al. 2020) to genetics
(Beaumont 2010), evolutionary biology (Csilléry et al. 2010) and neuroscience (Gonçalves et al.
2020; Groschner et al. 2022; Hashemi et al. 2022), to robotics (Muratore et al. 2022), epidemiol-
ogy (Witt et al. 2020; Arnst et al. 2022), economics (Dyer et al. 2022) and astrophysics (Dax et al.
2021; Mishra-Sharma et al. 2022). Nevertheless, SBI methods are facing several open challenges.
There are still many simulation-based modeling problems where current SBI methods struggle,
e.g., for complex models with many parameters. Thus, there is a need for new methods that push
the limits of current SBI methods (Cranmer et al. 2020). At the same time, there are research
questions in various �elds that could be addressed with currently available SBI methods but have
not yet been addressed. One reason for this gap in applicability is that the new developments and
capabilities of SBI methods are relatively recent and have not yet been introduced in some research
areas. In addition, there is a need for established software tools, standard guidelines, or tutorials
on how to apply and evaluate SBI in practice to facilitate its application by practitioners.

In this thesis, I contribute three publications that address these challenges, focusing on applica-
tions in computational neuroscience. In the �rst publication, I address the need for new methods
by developing an SBI method designed explicitly for inference problems encountered in decision-
making research. When studying decision-making, one often uses experimental setups where
subjects perform simple decision-making tasks with many repetitions and records their reaction
times and choices. However, current SBI methods struggle with this particular experimental setup
and the type of models used. By combining recent advances in machine learning techniques, we
developed a new SBI method that is tailored to decision-making models and substantially more
�exible and ef�cient than previous methods. Using this new method, researchers will be able to
apply SBI to a broader range of computational models in decision-making research.

The second project demonstrates how SBI can help solve parameter inference problems in
connectomics. In connectomics, researchers study the connectivity of the neurons that form the
basis of our sensory and cognitive abilities. One particular goal in connectomics is to discover
general principles underlying the connectivity patterns of neural networks, e.g., by �nding so-called
wiring rules. One way to test new wiring rules is by simulating them in a computational model and
aiming to reproduce measured connectivity data—an ideal scenario to perform Bayesian inference
using SBI. In our publication, we show how to apply SBI to inference problems in connectomics
using the example of identifying the parameters of wiring rules simulated in the sensory cortex
of the rat. Here, we put particular focus on demonstrating how to evaluate, analyze and interpret
SBI to facilitate its application by practitioners across the �eld. We thereby set the stage for using
SBI to infer wiring rules in the recently acquired dense reconstructions of human brain tissue
(Shapson-Coe et al. 2021).

The third publication refers to a collaborative project where we address the general applicability
of SBI methods. We develop a software package that gives access to the main machine-learning-
based SBI algorithms currently available and includes detailed documentation and guidelines to
facilitate the application of SBI by non-experts. As part of this thesis, I continue this endeavor by
presenting a general work�ow for applying SBI to new inference problems.

The remainder of the thesis is organized as follows. In the General Background chapter, I give a
detailed introduction to using statistical inference for making scienti�c discoveries with simulation-
based models. The Simulation-based inference in practice chapter contains the work�ow applying
SBI to new inference problems. In the Publications chapter, I give an overview and summaries of
the three publications. The Conclusion chapter provides concluding remarks.



Chapter 2

General Background

This chapter provides the general background of the work presented in this thesis. First, I present
the mathematical framework necessary for the use of simulation-based models in scienti�c discov-
ery. In the second part of the chapter, I give an overview of the main simulation-based inference
algorithms.

2.1 Scienti�c discovery with simulation-based models

The approach of using models to guide scienti�c discovery was outlined in chapter 1 as follows. We
start with conducting experiments or making observations about a phenomenon in the world. We
then use our knowledge and hypotheses derived from observations to build a model that mimics the
processes underlying the observation and can generate synthetic data. Finally, we seek to identify
the parameters of the model such that the synthetic data closely matches the observed data. If we
succeed in building a model capable of reproducing the observed data, we draw conclusions and
make predictions for future experiments. To perform these steps systematically and rigorously, we
formulate them in the language of mathematics and statistics.

Given that the world and our experimental techniques are inherently stochastic, we assume
that the observed data are stochastic as well, i.e., we describe it by a random variableX de�ned on
a measurable spaceX . We further assume that there is a latent unknown data-generating process,
� X , which describes the probability distribution of X and can be modeled mathematically as a
probability measure (Betancourt 2015)

� X : X ! [0; 1]: (2.1)

We aim to build a model � m that approximates the unknown data-generating process� X .
However, the spaceP representing all data-generating processes that could potentially explain the
observed data is enormous. Thus, it is impossible to exploreP entirely, and we usually have to
restrict our search to a set of candidate modelsM � P. In formal terms, we aim to �nd a model
� m 2 M in a set of candidate modelsM

� m : X ! [0; 1]; (2.2)

that is as close as possible to� X 2 P (see Fig. 2.1 for an illustration). As the set of candidate
models M is a subset ofP, it may or may not contain the true data-generating process� X (Fig. 2.1
left versus right). In practice, the latter is most likely. Thus, one could argue that all models we

9
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Figure 2.1: When building models to approximate a date-generating process� X , we need to select a set of
candidate models from the vast space of possible processesP. While in theory, the selected set of candidate
models M may (left) or may not (right) contain the true � X , in practice, the second case is much more
likely. However, we hope to �nd a model that approximates � X well enough to draw instructive conclusions.
Figure adapted from Betancourt 2015.

build will be wrong (Box et al. 1986). However, some of them will still be useful. By carefully
choosing M and by performing statistical inferenceto �nd a model � m as close as possible to� X ,
we might be able to learn something about X and make predictions to motivate new experiments.

In the remainder of this section, I will �rst give a more concrete overview of the type of models
used in practice and then introduce statistical inferenceas the toolkit enabling scienti�c discoveries
with these models.

2.1.1 Simulation-based models

The candidate models� m 2 M used to study the data-generating process can take various forms,
from purely mathematical models for which one can use pen and paper to derive the model
parameters that best explain the observed data to complex computer simulations for which no
analytical expressions are available. However, they all have in common that one can simulate
data from them and can thus jointly be de�ned as simulation-based models. De�ned as general as
possible, a simulation-based model is a computer programf capable of generating simulated data
x given a set of parameters� :

x = f (� ): (2.3)

Above, we assumed that the observed dataxo is a realization of a random variable X . Accordingly,
f (� ) is usually stochastic, e.g., repeatedly simulating datax using the same parameters� would
result in different outcomes. If we further assume that the parameter � is also a random variable,
the simulation-based model de�nes a conditional probability distribution p(xj� ) and simulating
data corresponds to sampling from the distribution:

x = f (� ) =) x � p(xj� ): (2.4)

In the following, I will consider the drift-diffusion model (DDM, Ratcliff 1978; Smith et al.
2004, Fig. 2.2) as a working example of a simulation-based model. The DDM is often used in
cognitive neuroscience to model data recorded in decision-making experiments. In a classical
decision-making experiment, subjects perform simple decision tasks based on sensory evidence,
e.g., deciding whether a cloud of dots shown on a screen contains more rightward or leftward
movements (Fig. 2.2a). The recorded data usually consists of the reaction times and choices of
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Figure 2.2: Studying perceptual decision-making using the drift-diffusion model. (a) A typical percep-
tual decision-making experiment: The subject �xates on a screen, observes a cloud of moving dots, and has
to indicate the perceived direction of motion of the dots through a saccade, resulting in a recorded choice
and reaction time (RT); adapted from Shadlen et al. 2013. (b) The recorded choices and reaction times can
be modeled using a drift-diffusion model (DDM). The DDM simulates the internal decision variable as a
stochastic process that integrates sensory evidence (drift) over time until one of two decision boundaries
is crossed. The resulting reaction time distributions (colored histograms at the top and bottom) have been
shown to match measured ones (Ratcliff 1978).

many repetitions of this task with varying dif�culty. It is commonly assumed that we base our
decisions during such a task on a continuous stream of sensory evidence (e.g., the dot movement),
which we integrate over time until enough evidence has accumulated (e.g., the subject decides for
one direction). Additionally, it is assumed that the integration of evidence is in�uenced by internal
and external �uctuations (e.g., the subject's visual attention or task dif�culty). The DDM represents
these two assumptions mathematically using two terms: a drift term representing the strength of
evidence and a diffusion term representing the random �uctuations (Fig. 2.2b). The evolution of
the decision variable over time t can be characterized by a stochastic differential equation

dX = v dt + dW; X (0) = w; (2.5)

where v is the drift, W is a Wiener noise process andw is the initial offset of the decision variable.
Using this differential equation, one can simulate reaction times and choices by recording the time
when the decision variable X crosses the upper or lower decision boundary given by� a. In the
form presented here, the DDM has three parameters: the driftv, the boundary separation a, and
the initial offset w. Simulating choicesc and reaction times r given the parameters� = [ v; a; w] via
equation 2.5 implicitly corresponds to sampling

[r; c] � p(xj� ): (2.6)

As such, the DDM is a relatively coarse model of decision-making in the brain, e.g., it does not
explicitly model the underlying biological processes. Nevertheless, we can use it to analyze choices
and reaction times recorded in decision-making experiments1. With the broad de�nition of a
simulation-based model at hand, we now turn to the toolkit of statistical inference, which enables
us to infer model parameters given observed data.

1Indeed, it was shown that the DDM can explain the choice and response time behavior in many tasks and species,
which motivated further experiments and provided the ground for studying the neural mechanisms of decision making
(Roitman et al. 2002; Gold et al. 2007; Shadlen et al. 2013; Latimer et al. 2015).
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2.1.2 Statistical inference

Continuing with the DDM as the working example: Imagine we conduct a decision-making experi-
ment, e.g., let a subject perform a series of decisions based on sensory evidence and record their
reaction times and choices. We decide to model the decision-making process using the DDM. How
can we tune the parameters of the DDM such that it reproduces the observed data so that we can
draw conclusions about the underlying processes?

Two conceptually different statistical inference frameworks are available to solve this task:
frequentist inferenceand Bayesian inference. The two approaches differ in their de�nition of prob-
ability itself. In the frequentist inferenceframework, probabilities are de�ned only through the
frequency of a repeatable event (Casella et al. 2007), e.g., for events where uncertainty is due to
randomness, as in the decision-making task. In contrast, theBayesian inferenceframework de�nes
probabilities more broadly as anything subject to uncertainty, be it uncertainty in the data due
to randomness (aleatoric uncertainty) or uncertainty in the parameters due to lack of knowledge
(epistemic uncertainty, Fishburn 1994).

To simplify the notation, from here on, we assume that the set of candidate modelsM is given
by a particular model p� with parameters � where each parameter combination corresponds to a
different candidate model. Data generated from the model is denoted asx and the observed data
asxo.

Frequentist inference

By de�nition of probability in the frequentist setting, we can treat only the data x as stochastic
because only the data-generating process is a repeatable event. Thus, the model parameters are
deterministic, and we must assume that there exists one speci�c set of parameters� � , which best
explains the observed dataxo. How do we �nd this one model con�guration?

A common approach to �nding the best-�tting model parameters is maximum likelihood estima-
tion (MLE), based on the following idea. The model p� (x) of the data-generating process de�nes,
for any given parameter setting � , a probability distribution over x. Therefore, we can assign the
observed dataxo a probability under this distribution: p� (X = xo). However, � is not known. Thus,
to �nd the best-�tting � , we de�ne the so-called likelihood function

L (� ; x) = p� (X = xo); (2.7)

and maximize it with respect to � such that we obtain a model con�guration under which the
observed dataxo is most likely. Importantly, the likelihood function L (� ; x) is a function over � and
does not de�ne a probability distribution over � .

Performing MLE then amounts to maximizing the likelihood function with respect to parameters
to obtain the best-�tting parameter � � given xo:

� �
MLE = arg max L (� ; xo) (2.8)

@L
@�

!= 0 : (2.9)

The standard way to solve this optimization problem is to obtain the gradient of the likelihood
function (or the logarithm thereof) and use calculus or numerical optimization techniques to
�nd the maximum. For example, for the DDM, we would obtain the likelihood function given
the reaction times and choices observed in the experiment and obtain� �

MLE by using numerical
optimization techniques to maximize it with respect to � .
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Statistical inference using the MLE approach is a widely adopted technique. Yet, it has sub-
stantial limitations. The major limitation of the frequentist inference approach is that it is hard to
quantify the uncertainty in the parameter estimate because one cannot assign the notion of prob-
ability to the parameters (Wagenmakers et al. 2008). However, uncertainty about the parameter
estimate is inherent to any inference problem. First, there might be uncertainty due to the intrinsic
randomness in the data-generating process. Second, there might be uncertainty due to the limited
amount of information available in the observed data. Furthermore, several parameter settings
in the model might reproduce the data equally well due to parameter degeneracies or parameter
interaction and compensation mechanisms in the model. TheBayesian inference frameworkoffers
a more principled approach to these challenges.

Bayesian inference

Bayesian inference takes a probabilistic view of the data and the model parameters, i.e., in addition
to treating the data as a random variable X , it assumes that the model parameters are also random
variables. Following this assumption, the parametrized modelp� de�nes both a likelihood function
L(� ; x) and conditional probability distribution p(xj� ) often referred to as likelihood.

L (� ; x) = p� (xj� ): (2.10)

When c = xo is �xed, equation 2.10 corresponds to the likelihood function, i.e., a function in � .
However, if � is �xed, equation 2.10 is a conditional probability distribution in x conditioned on � .

According to the probabilistic view on the parameters, Bayesian inference allows us to in-
corporate prior knowledge about the parameters into the inference process by de�ning a prior
distribution p(� ). The goal of Bayesian inference is then to combine the likelihoodp(xj� ) and the
prior p(� ) to infer the posterior distribution over the model parameters conditioned on the data
p(� jx). The posterior relates to the likelihood and the prior according to Bayes' rule (Bayes 1763):

p(� jx) =
p(xj� )p(� )

p(x)
: (2.11)

Here, p(x) refers to the so-calledevidence, which de�nes the probability distribution of the data
implied by the assumed model,p(x) =

R
p(xj� )p(� )d� . The posterior distribution p(� jx) resulting

from Bayesian inference is a probability distribution over the parameters. The fact that we obtain
a probability distribution rather than a point estimate � MLE as in the frequentist approach, makes
it possible to quantify uncertainty about the inferred parameters.

When applying Bayesian inference to infer the parameters of the DDM given the observed
reaction times and choices, we would �rst de�ne a prior distribution over the three parameters
� = [ v; a; w]> taking into account our knowledge about the model, e.g., that the boundary param-
eter must be positive a > 0 and that the offset cannot be larger than the boundary, w 2 [0; a].
Subsequently, we would aim to obtain the posterior distribution p(� jxo) following Bayes' rule. We
could estimate the mode of this posterior to obtain the most likely parameter values for v, a, and
w. However, importantly, we could also obtain an estimate of the uncertainty in the parameters
by inspecting the posterior variances. For example, there would be epistemic uncertainty due to
a lack of information in the observed data, which would decrease as we increase the number of
observed reaction times and choices, and aleatoric uncertainty due to the randomness of the DDM
itself, which we cannot change.
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Solving Bayes' rule Overall, the Bayesian inference framework provides an intuitive and concep-
tually powerful way of performing statistical inference while accounting for uncertainty. However,
its major drawback is that it can be challenging to solve Bayes' rule to obtain the posterior. Whether
Bayes' rule is solvable depends on the choice of the model and the prior. There are three scenarios:

1. The model is a member of the exponential family (Koopman 1936), and the prior is the
corresponding conjugate prior. Then the posterior is available analytically, e.g., when using
a Bernoulli distribution as a model and the corresponding conjugate Beta distribution prior,
the posterior will also follow a Beta distribution.

2. We use models for which we have access to the underlying likelihood function, e.g., it is
possible to evaluateL (� ; x) ef�ciently, as in the DDM example. In these cases, Bayes' rule is
not solvable analytically (because the evidencep(x) is intractable). However, several reliable
methods exist for approximating the posterior with high accuracy. For example, Markov Chain
Monte Carlo sampling (MCMC, see below, Metropolis et al. 1953; Hastings 1970; Hogg et al.
2018) allows us to obtain posterior samples, and variational inference approaches can obtain
parametric approximations to the posterior (Blei et al. 2017).

3. All remaining cases, i.e., cases where we use entirelysimulation-based modelsfor which we
do not have access to the underlying likelihood function. In these cases, standard Bayesian
inference methods cannot be applied.

Various approaches have been developed to perform Bayesian inference for the third scenario
of entirely simulation-based models. These developments started as early as 1984 (Rubin 1984)
but were limited to relatively simple and low-dimensional models for a long time. Only over the
last two decades, driven by the advances in computing resources, new sampling algorithms, and
the advent of arti�cial neural networks, so-called simulation-based inferenceapproaches enabled
the application of Bayesian inference to a much broader range of scienti�c simulators.

2.2 Simulation-based inference

While simulation-based models do not give access to their underlying likelihood function, they
do provide access to simulated data. The central idea of simulation-based inference (SBI) is to
use access to simulated data to circumvent the evaluation of the likelihood required for standard
Bayesian inference methods (Rubin 1984). Thus, the goal of SBI can be summarized as follows.
Given observed dataxo, a simulation-based modelf (� ) and prior p(� ), it aims to approximate the
posterior p(� jxo) using only data x generated from the simulator with parameters sampled from
the prior.

As simulation-based models are usually time-consuming to simulate, an important constraint
of SBI is to consume as little simulated data as possible. Thus, the various SBI approaches differ
mainly in how ef�ciently they use the simulated data to approximate the posterior. They can be
separated into two classes. Classical SBI approaches based on rejection sampling, also known as
Approximate Bayesian Computation(ABC, Sunnåker et al. 2013; Sisson et al. 2018), and more
recent SBI approaches based on arti�cial neural networks, here referred to asneural simulation-
based inference (Cranmer et al. 2020).
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Figure 2.3: Approximate Bayesian Computation is based on the principle of rejection sampling: To approx-
imate the posterior distribution, one aims to �nd those model parameters � i that correspond to simulated
data x i closely resembling the observed dataxo. To that end, one samples candidates� i from a prior distribu-
tion and generates corresponding simulated datax i from the simulator (left). If x i is close toxo according to
a given distance function d and criterion � , one accepts� i ; otherwise, one rejects it (middle). The accepted
parameters � i correspond to samples from the approximate posterior (right).

2.2.1 Approximate Bayesian computation

Approximate Bayesian Computation (ABC) refers to SBI approaches that rely on rejection sampling.
The general principle of rejection sampling in ABC is to approximate the posterior by collecting
model parameters that result in simulated data x resembling the observed dataxo. To that end,
one de�nes a distance function between the simulated and observed data,d(x; x o), simulates data
x i from the model given a parameter � i sampled from the prior and accepts or rejects� i using a
threshold parameter � on the distance: d(x i ; xo) < � (Fig. 2.3).

The distribution of the accepted parameters is then given by

p(� jd(x; x o) < � ); (2.12)

and will converge to the true posterior distribution in the limit of in�nitely many simulated data
and as� ! 0 (Tavaré et al. 1997). The idea of using this algorithm to perform Bayesian inference
in simulation-based models dates to Diggle et al. 1984, who used it to approximate the likelihood
function (not the posterior) of an intractable model. It took quite some time until this approach
gained momentum, i.e., when Tavaré et al. 1997 and Pritchard et al. 1999 proposed to use it
for posterior inference in population genetics. Beaumont et al. 2002 later introduced the term
Approximate Bayesian Computation (ABC). The algorithmic steps for ABC with rejection sampling
are summarized in Algorithm 1.

Classical rejection sampling-based ABC approaches generally suffer from the curse of dimen-
sionality: As the dimensionality of the parameter spaces or the data increases, the number of model
simulations required to obtain an accurate posterior estimate increases exponentially. Several
sequential variants to the ABC scheme have been proposed to improve the sampling ef�ciency,
inspired mainly by sequential sampling approaches from standard approximate Bayesian inference.
The general idea of these variants is to improve the sampling ef�ciency by repeating it over multiple
rounds and re-using the accepted parameters from the previous round as proposals for the current
round (Marjoram et al. 2003; Sisson et al. 2007; Del Moral et al. 2012; Toni et al. 2009). Collec-
tively, these sequential ABC approaches are often referred to as ABC-SMC (Toni 2010; Sisson et al.
2018). Another way to improve the accuracy of ABC approaches is to perform a posthoc regression
adjustment to the mismatch between the simulated and observed data (Beaumont et al. 2009).
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Algorithm 1: Approximate Bayesian computation via rejection sampling as in Beaumont
et al. 2002

input simulator x � f (� ), prior p(� ), observed dataxo

distance function d, rejection threshold � , simulation budget N
for j = 1 : N do

Sample � i � p(� )
Simulate x i � f (� i )
if d(x i ; xo) < � then

accept � i

else
reject � i

end
end
return Accepted samplesf � i g � p̂(� jd(x; x o) < � )

This approach was later extended to non-linear regression using arti�cial neural networks by Blum
et al. 2010, which can be seen as the root of modern neural network-based SBI approaches.

Although sequential sampling schemes and regression adjustment approaches improve the
sampling ef�ciency, ABC methods often do not scale to high-dimensional problems (Cranmer et al.
2020; Lueckmann et al. 2021) and always require the ad-hoc choice of distance functions, rejection
thresholds, and summary statistics. The advent of neural network-based SBI approaches enabled
overcoming these limitations.

2.2.2 Neural simulation-based inference

The idea of neural-network-based SBI approaches is to replace the ABC rejection-sampling scheme
with neural density estimation. In other words, instead of collecting approximate posterior samples
by comparing simulated and observed data, one uses the simulated data as training data for arti�cial
neural networks designed for estimating probability densities (Fig. 2.4). With the recent advances
in �exible neural-network-based density estimators, this paradigm has enabled the application of
SBI to substantially more challenging applications than before (Cranmer et al. 2020).

SBI based on neural density estimation was introduced by Papamakarios et al. 2016. However,
predecessors of this idea can be found in Wood 2010 and Blum et al. 2010: In their“synthetic
likelihood” approach, Wood 2010 proposed using data simulated from the model to estimate the
mean and covariance of a multivariate Gaussian distribution to obtain an approximation of the
unknown likelihood, i.e., to perform density estimation. In turn, it was possible to obtain posterior
samples via MCMC sampling using the tractable Gaussian likelihood. Independently, Blum et al.
2010 proposed using neural networks to perform a non-linear regression to adjust the mismatch
between simulated and observed data in the context of rejection sampling (see above). Crucially,
they trained the neural networks on all the simulated data and thereby learned a regression model
conditional on the data. Consequently, applying the regression model to unseen data was possible
without repeating the training. While Blum et al. 2010 used this property to perform regression
adjustment in the context of ABC, the idea was an essential ingredient for neural-network-based
SBI approaches.

Neural SBI approaches can be separated into three groups, targeting either the posterior distri-
bution directly (neural posterior estimation), the likelihood (neural likelihood estimation), or the



General Background 17

Figure 2.4: Neural simulation-based inference starts with generating simulated datax i from a simulator f (� )
using parameters� i sampled from the prior. Rather than approximating the posterior with rejection sampling
as in classical ABC approaches, it trains an arti�cial neural network q� to learn a parametric approximation
of the posterior (or the likelihood, or the likelihood-ratio, see main text) by optimizing a corresponding loss
function L (� ).

likelihood-ratio (neural ratio estimation).

Neural posterior estimation (NPE)

NPE uses an arti�cial neural network to perform conditional density estimation to learn a para-
metric approximation of the posterior. The procedure starts by simulating data x i from the model
using parameters� i sampled from the prior distribution p(� ) to obtain a training data set of pairs
f (� i ; x i )gN

i =1 . Subsequently, the training data is used to train a neural network F (x) that takes the
data x as input and predicts the parameters� of a density estimator q� . As a density estimator,
Papamakarios et al. 2016 chose a mixture density network (MDN, Bishop 1994) given by a mixture
of Gaussians. Thus, in their setting,� contained the means, mixture weights, and covariances of
the mixture. The density estimator q� then served as a parametric approximation of the unknown
posterior distribution,

q� (� jx) � p(� jx): (2.13)

The loss function for optimizing the parameters of the neural network F (x) is the negative log
probability of the parameters � i under the current estimate q� (� jx i ):

� � = arg min
�

�
1
N

NX

i =1

logq� = F (x i ) (� i jx i ): (2.14)

This loss function implicitly minimizes the Kullback-Leibler divergence between the true posterior
and the approximation DKL(q� (� jx); p(� jx)) , in the expectation of � � p(� ); x � p(xj� ) (Paige
et al. 2016; Papamakarios et al. 2016; Le et al. 2017). In other words, if the density estimator q�

is �exible enough and when taking the limit of in�nite training data, NPE will approximate the
posterior arbitrarily well. The algorithmic steps of NPE are summarized in Algorithm 2.

A noteworthy property of NPE is that, once the density estimator is trained, it can be applied
to any new x without retraining, i.e., the posterior of a newly observed data xo can be obtained
through a single pass through the underlying neural network. This property is commonly referred
to as amortization or amortized inference: the initially high cost of training the density estimator
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Algorithm 2: Single round neural posterior estimation as in Papamakarios et al. 2016
input simulator x � f (� ), prior p(� ), observed dataxo, neural density estimator q� = F (x)

for j = 1 : N do
Sample � i � p(� )
Simulate x i � f (� i )

end
�  arg min 1=N

P N
i � logq� = F (x i ) (� i jx i )

Set p̂(� jxo) = q� = F (xo ) (� jxo)
return Samples fromp̂(� jxo) and density estimator q� = F (x) (� jx)

with a large number of simulated data amortizeswhen performing inference for many different xo

(Gershman et al. 2014; Paige et al. 2016; Papamakarios et al. 2016).

Sequential neural posterior estimation While amortization is a valuable property in some
scenarios, there are other scenarios where it is not. For example, when we are interested in only
one speci�c observation xo, the initial cost of training the density estimator to be accurate across
an extensive range of different x might be too high. For this setting, Papamakarios et al. 2016
proposed a Sequential version of NPE (SNPE), which trains the density estimatorq� over multiple
rounds. In the �rst round, it performs NPE with training data simulated with parameters sampled
from the prior. Then, in the following rounds, the parameters for simulating new training data
are not sampled from the prior but from a proposal distribution focusing on parameters likely to
have generatedxo. A good candidate for the proposal distribution is the current estimate of the
posterior q� (� jxo). Following this approach, one can focus the training of the density estimator on
those regions in the data and parameter spaces relevant forxo, which can substantially reduce the
number of required training simulations.

SNPE tends to be more simulation-ef�cient than NPE (Lueckmann et al. 2021). However, it
comes with an additional algorithmic cost. When we train the density estimators with training data
simulated from a proposal distribution ~p(� ) different from the prior p(� ), the resulting posterior
will differ from the desired posterior, e.g., it will be the so-called proposal posterior~p(� jx)—the
posterior with respect to the proposal prior:

~p(� jx) = p(� jx)
~p(� )p(x)
p(� )~p(x)

; (2.15)

where ~p(� ) =
R

� ~p(� )p(xj� ). Therefore, Papamakarios et al. 2016 introduced an analytical posthoc
correction to obtain the desired posterior corresponding to the actual prior. However, the correc-
tion step worked only for speci�c proposal distributions, e.g., Gaussian or uniform proposals, and
it was numerically unstable in some cases. Over the past years, several variants of SNPE have
been proposed (Lueckmann et al. 2017; Greenberg et al. 2019; Deistler et al. 2022a) that succes-
sively improved its numerical stability and enabled the use of more �exible density estimator like
normalizing �ows (Rezende et al. 2015; Papamakarios et al. 2021).

Neural likelihood estimation

Neural likelihood estimation (NLE) follows the same principle as NPE, except that it estimates
the intractable likelihood p(xj� ) de�ned by the simulator and not the posterior p(� jx). As outlined
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above, the idea of learning such asynthetic likelihoodwas �rst introduced by Wood 2010, who used
model simulations to estimate a Gaussian likelihood. Papamakarios et al. 2019 moved this idea into
the realm of highly �exible and conditional density estimators based on neural networks. In NLE,
one uses a training data set comprised of pairsf (� i ; x i )gN

i =1 to train a neural network F to learn the
parameters � of a density estimator q� (xj� ) � p(xj� ). The neural network F is conditional on the
parameters, i.e., it takes as an input� and learns a density in x. Being a density estimator,q� (xj� )
de�nes a tractable probability density that can be evaluated and sampled ef�ciently. Thus, q� gives
access to the intractable likelihood of the simulator and enables obtaining posterior samples by
combining the approximate likelihood and the prior and applying MCMC:

p(� jxo) / q� (� jxo)p(� ): (2.16)

The loss function for optimizing q� is the negative log probability of q� given the current training
data point, L (� ) = � logq� = F (� i ) (x i j� i ), which implicitly minimizes DKL(q� (xj� ); p(xj� )) .

Like NPE, NLE can be extended to the sequential setting to focus the inference on a particular
xo (Papamakarios et al. 2019). Unlike NPE, the Sequential version of NLE (SNLE) does not require
a correction step for using proposal distributions during training. The reason is that the proposal
distribution affects only the learning of the likelihood and does not interfere with the inference
step in equation 2.16. Thus, it does not affect the posterior estimate. Papamakarios et al. 2019
proposed to sample the parameters for the next round from the current posterior estimate (as in
NPE). Lueckmann et al. 2019 extended the SNLE framework to more �exible proposals based on
local and global acquisition functions commonly used in the active learning literature.

Neural ratio estimation

A third class of neural-network-based SBI methods is based on the insight that one can recast
the approximation of a ratio of two densities as a classi�cation task between samples from the
densities (Cranmer et al. 2016). Building on this, neural ratio estimation (NRE) uses neural network
classi�ers to estimate density ratios to perform SBI (Izbicki et al. 2014; Cranmer et al. 2016;
Thomas et al. 2022; Durkan et al. 2020). For illustration, I here focus on a recent neural-network-
based approach by Hermans et al. 2020. They trained a neural network classi�er to learn the
likelihood-to-evidence ratio to be then able to perform inference with MCMC. Their approach
builds on the fact that during MCMC sampling, the calculation of the acceptance probability of
a newly proposed parameter � new through the posterior ratio can be expressed in terms of the
likelihood-to-evidence ratio r (xj� ) = p(xj� )

p(x) :

p(� new jx)
p(� old jx)

=
p(� new )p(xj� new )=p(x)
p(� old)p(xj� old)=p(x)

=
p(� new )r (xj� new )
p(� old)r (xj� old)

: (2.17)

Hermans et al. 2020 showed that training a classi�er d(�; x ) to distinguish between dependent
parameter-data pairs (�; x ) � p(xj� )p(� ) and independent pairs (�; x ) � p(x)p(� ) converges to an
optimal classi�er that recovers the likelihood-to-evidence ratio:

d� (�; x ) =
p(�; x )

p(�; x ) + p(x)p(� )
(2.18)

d� (�; x )
1 � d� (�; x

=
p(�; x )

p(x)p(� )
=

p(xj� )
p(x)

= r (xj� ): (2.19)
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Thus, it is possible to use simulated training data f (� i ; x i )gN
i =1 for training a classi�er d(�; x ) to

approximate r̂ (xj� ) � r (xj� ). Subsequently, one can evaluate the trained classi�er on the observed
data to obtain r̂ (xoj� ) and use it as a replacement for the likelihood-to-evidence ratio of the
intractable model. Like NLE, NRE can also be extended to a Sequential scheme (SNRE, Hermans
et al. 2020; Durkan et al. 2020) by repeating the training and MCMC sampling over multiple
rounds. As in SNLE, SNRE does not require a correction step.

Amortization in neural SBI methods Similar to NPE, the non-sequential versions NLE and NRE
perform conditional density (ratio) estimation: Once trained on simulations sampled from the
prior, applying them to a new data point corresponds to a single pass through the neural network.
However, unlike NPE, NLE and NRE additionally require MCMC sampling to obtain posterior
samples, which can be challenging and computationally costly in high-dimensional parameter
spaces. Thus, inference with NLE or NRE isnot fully amortized, only the training of neural networks
is. Recently, Glöckler et al. 2022 showed how the MCMC sampling step in NLE and NRE can be
replaced by variational inference, substantially reducing the computational costs.

2.3 Summary

In this chapter, I outlined how we can use simulation-based models for scienti�c discovery and
emphasized the bene�ts of the Bayesian inference framework for identifying the model parameters
given observed data. I then gave an overview of SBI methods that enable approximate Bayesian in-
ference for simulation-based models where standard methods do not apply. Given the approximate
nature of these methods and their variety, the question remains how to choose the suitable method
in practice and evaluate it in scenarios where we do not have access to a reference solution. In the
next chapter, I aim to answer these questions.
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Simulation-based inference in practice

In the previous chapter, I presented three neural SBI approaches that have emerged over the past
years. Simulation-based inference is a vivid �eld of research in which improvements, variants, and
new applications of all three approaches appear regularly. These new SBI methods are usually
presented by evaluating them on a tractable toy example with access to reference posteriors,
followed by an application to an actual SBI problem of the authors' choice. From a practitioner's
view, this poses the problem of deciding which algorithm to use for which application and how to
tailor it to their speci�c needs.

There have been efforts to address this problem, e.g., by establishing a standardized set of
benchmark tasks with reference posteriors, providing a common ground for studying and compar-
ing available and new SBI algorithms systematically (Lueckmann et al. 2021). However, a general
guideline for the choices and evaluation steps involved in applying SBI to real-world problems,
e.g., a practitioner's guide to SBI similar to Gelman et al. 2020's guide developed for standard
approximate Bayesian inference methods, has yet to be established. In this chapter, I present a
�rst step towards such a guide by giving an overview of the choices in preparing, executing, and
analyzing neural SBI approaches in practice. I use the drift-diffusion model (DDM, Fig. 2.2) as a
running example.

The work�ow for using SBI to statistically infer the parameters of a simulation-based model
given observed data can be divided into three steps (Fig. 3.1):

1. A-priori checks performed before running inference,

2. choosing a suitable SBI method and applying it, and

3. a-posteriori checks performed after inference.

3.1 A-priori checks

A-priori checks are performed to make sure that the model and the corresponding prior can capture
the observed data, e.g., that the model is not misspeci�ed and the prior is chosen appropriately.

3.1.1 Model misspeci�cation

As outlined in section 2.1, we generally assume that our model will only partially reproduce the
aspects of the underlying data-generating process, i.e., it will always be misspeci�ed with respect
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Figure 3.1: The simulation-based inference work�ow can be divided into three stages. 1) Before applying
SBI, we need to ensure the model is not misspeci�ed, e.g., by performing prior predictive checks and re�ning
the prior or the model (left). 2) When choosing an SBI method, we need to take into account the properties
of the data, the model, and the inference problem (center). 3) After applying SBI, we need to validate the
posterior using predictive checks and calibration checks before we can analyze it (right).

to the true data-generating process. Nevertheless, we can still build valuable models by focusing
on speci�c features of the observed data we aim to reproduce. However, the model should at
least be able to reproduce these features of interest. Suppose this was not the case, and we would
still perform SBI. Then we would effectively train the SBI algorithm with training data different
from the observed data to which it is applied at inference time. The accuracy of the inference will
then depend on how well the SBI algorithm generalizes to out-of-distribution data. However, it is
known that especially large neural networks commonly used in neural SBI methods can be highly
inaccurate when applied to unseen data (Nalisnick et al. 2022). Indeed, it was shown for neural
SBI approaches (Cannon et al. 2022) and also for ABC approaches (Frazier et al. 2019) that in the
misspeci�ed scenario, the approximate posterior samples can be highly inaccurate.

Recently, several approaches have been proposed that automatically detect and correct for
model misspeci�cation in SBI (Frazier et al. 2019; Frazier et al. 2020; Schmitt et al. 2022; Ward
et al. 2022; Kelly et al. 2023). However, these methods are in their early development and often
involve additional algorithmic steps. A computationally cheap and easy-to-interpret alternative is
given by prior predictive checks.

3.1.2 Prior predictive checks

The reason for model misspeci�cation can either lie in the model or the choice of the prior distribu-
tion. So-called prior predictive checksare a common way to check whether the prior is well-chosen.
A prior can be considered well-chosen if the data resulting from simulating data with parameters
sampled from the prior, i.e., the prior predictive distribution, is realistic with respect to the problem
at hand. If it is not, the prior should be adapted. The prior predictive distribution should also
contain the observed data. If it does not, this is a sign of model misspeci�cation; however, this
misspeci�cation can be due to the model itself.

To perform prior predictive checks, we de�ne a prior distribution for each parameter in the
model we want to infer, taking into account the domain knowledge we have about the inference
problem. For example, in the DDM, we would de�ne a prior for the three parameters v, a, and w,
choosing uniform priors in the ranges that result in realistic distributions of reaction times and
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Figure 3.2: Prior predictive check for the drift-diffusion model. Reaction times and choices simulated
from the DDM with parameters sampled from the prior (black), compared to the observed data (gold; up-
and down choices shown to the left and the right, respectively).

choices (Shadlen et al. 2013):

v � U (� 2; 2) (3.1)

a � U (0:5; 2) (3.2)

w � U (0:2; 0:8): (3.3)

Subsequently, we generate a large set of simulated data by running the DDM with parameters
sampled from the prior, (�; x ) � pDDM (xj� )p(� ), and compare the simulated f x i gN

i =1 with the
observed dataxo. If the dimensionality of the data allows, the comparison could be visual, e.g.,
by plotting each component of the observed data on top of histograms of the simulated data.
Alternatively, one would need to de�ne summary statistics to reduce the dimensionality, use a
distance function to compare high-dimensional data, or use automated approaches as proposed by
Schmitt et al. 2022; Ward et al. 2022.

In the DDM, there are only two data dimensions (reaction times and choices); thus, a visual
prior predictive check is possible. For example, let the observed dataxo be given by 100 reaction
times and choices recorded from one subject in a two-alternative perceptual decision-making task
(see Fig. 2.2 and Ratcliff et al. 2008). To perform the prior predictive check, we would sample
100,000 parameters from the prior, simulate them in the DDM, and plot corresponding simulated
data on top of the observed data with the two possible choices encoded as the sign of the reaction
time (Fig. 3.2). If the distribution of simulated data covers the observed data well (Fig. 3.2), we
would consider the DDM well-speci�ed for the observed reaction times and choices and continue
with SBI. Note that the distribution of simulated data does not have to resemble the observed data,
as we have not performed inference ye;t.

3.2 SBI hyperparameters

The next step in the SBI work�ow is to select the SBI hyperparameters, e.g., the type of SBI method,
the neural network architecture, or the type of density estimator. The answer depends on multiple
factors, e.g., the dimensionality of the data and parameter spaces, the run time of the simulator, or
whether we have one or multiple observed data points (see Fig. 3.1, center).
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3.2.1 Choice of SBI method

The three different SBI approaches introduced in section 2.2 solve different learning problems: NPE
takes datax as input and estimates a density over parameters� ; NLE takes parameters� as input
and estimates a density over the datax; NRE performs classi�cation taking both � and x as input.
Thus, the dif�culty of the corresponding optimization problems depends on the dimensionality of
x and � .

Dimensionality of data and parameters If the x is high-dimensional compared to the number
of parameters � , then applying NPE can be a better choice than applying NLE because, for NLE,
one would have to learn a high-dimensional density in x. Concurrently, in scenarios where � is
high-dimensional compared to x, performing density (ratio) estimation will likely be easier for NLE
or NRE. Yet, in these cases, one still would have to apply MCMC sampling in� space to obtain
posterior samples, which can be challenging for high-dimensional� . Thus, while the dimensionality
of x can guide the choice between NPE and NLE or NRE, high-dimensional parameter spaces can
be problematic for either. As a heuristic, current SBI methods require on the order of 10,000
training data points per parameter dimension, e.g., at least 100,000 simulations for a model with
ten parameters. However, these numbers strongly depend on the problem (see Gonçalves et al.
2020; Lueckmann et al. 2021; Deistler et al. 2022b; Ramesh et al. 2022, for examples).

Inference scenarios Another factor determining the choice of the SBI method is whether one
carries out inference once or repeatedly for multiple observations. Sequential SBI methods can be
substantially more simulation ef�cient by focusing the inference on a particular observation xo.
Thus, they are a good choice in scenarios with a limited simulation budget and a single observed
data point xo of interest. In contrast, in a scenario where one repeatedly performs inference for
different observations xo, fully amortized NPE or partially amortized methods like NLE or NRE are
more suitable. In scenarios with multiple observations that can be assumed to be identically and
independently distributed (iid), it can be bene�cial to use NLE or NRE as they can leverage the
fact that iid trials and hierarchical inference settings often can be rewritten in terms of single-trials
likelihoods (Hermans et al. 2020; Fengler et al. 2021; Boelts et al. 2022, see Publications for
details).

3.2.2 Embedding networks

Neural SBI methods have the advantage over classical ABC methods in that they can augment
the neural density (ratio) estimators with additional neural network layers to automatically learn
low-dimensional embeddings from high-dimensional inputs. The embedding networks are trained
end-to-end with the neural density estimator and can be applied to x or � depending on the input
to the density estimator. For example, NPE can learn embeddings forx, NLE can learn embeddings
for � , and NRE can learn embeddings for both. The architecture of the embedding network should
be selected according to the input type. For example, recurrent neural networks (RNN) can serve as
embedding nets to encode high-dimensional time series (Lueckmann et al. 2017; Greenberg et al.
2019), convolutional neural networks (CNN) can serve as embeddings for spatially structured data
like images (Greenberg et al. 2019; Ramesh et al. 2022), and equivariant embedding nets (Zaheer
et al. 2017; Dax et al. 2022) can help to exploit equivariances in the data, e.g., for independent
and identically distributed data (Chan et al. 2018; Radev et al. 2022).



Simulation-based inference in practice 25

3.2.3 Density estimators

Applying NPE or NLE requires choosing a neural density estimator. Driven by advances in proba-
bilistic machine learning, the repertoire of neural density estimators available for SBI has evolved
over the years. While Papamakarios et al. 2016 relied onmixture density networks(MDN, Bishop
1994) when introducing NPE, they later were able to use normalizing �ows (Papamakarios et al.
2017) when introducing NLE (Papamakarios et al. 2019).

MDNs are neural networks designed to predict the parameters of a parametric family of prob-
ability distributions from data. For example, they predict the means, mixture coef�cients, and
covariance matrices of a mixture of Gaussians (or a mixture of other tractable distributions) from
input data x to approximate the posterior over � . While a mixture of Gaussians with enough mixture
components can, in principle, approximate any probability distribution, the number of components
used in MDNs is limited by the resulting number of neural network weights and units in the output
layers. Thus, they are capable of �tting multi-modal Gaussian-like distributions but tend to struggle
for more complex distributions (see e.g., Greenberg et al. 2019).

Normalizing �ows provide substantially more �exibility than MDNs. They consist of a series of
invertible and differentiable transformations T that map from a tractable base distribution pu(u)
to a target distribution px (x) (Papamakarios et al. 2021):

x = T(u) where u � pu(u) (3.4)

px (x) = pu(u) jdetJT (u)j � 1 where u = T � 1(x); (3.5)

where JT (u) is the Jacobian matrix.
The transformations T are parametrized by invertible neural networks, which are designed

such that the corresponding Jacobians can be calculated ef�ciently. Consequently, using standard
neural network training procedures to optimize the transformations is possible, resulting in a highly
�exible density estimator. See Papamakarios et al. 2021 for an extensive review of normalizing
�ows.

Normalizing �ows are currently the default choice in many SBI applications. However, while
�ows tend to have substantially more capacity than MDNs, they also tend to be slower during eval-
uation and sampling, resulting in slower neural network training and MCMC sampling. Therefore,
there are scenarios where MDNs are the better choice (see e.g., Beck et al. 2022). Other density
estimators used in SBI methods include Gaussian processes (Meeds et al. 2014; Wilkinson 2014)
or score-based diffusion models (Song et al. 2019; Geffner et al. 2022; Sharrock et al. 2022).

3.3 Training and inference

All neural SBI methods are based on training arti�cial neural networks and therefore require
choices about corresponding hyperparameters and convergence metrics. The likelihood-based SBI
methods (NLE and NRE) also rely on approximate methods like MCMC or variational inference (VI)
to obtain posterior samples, which come with additional hyperparameter choices and calibration
metrics.
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3.3.1 Neural network training

Although the different SBI approaches solve different learning problems, e.g., unsupervised con-
ditional density estimation for NPE and NLE versus supervised classi�cation for NRE, the training
procedures for the underlying neural networks are very similar. The neural network weights are
optimized by iterative updating according to the gradient of the loss function, which is usually
calculated via backpropagation. Thus, training neural SBI algorithms involves the standard neural
network training hyperparameter choices, e.g., choosing a training batch size, learning rate, num-
ber of epochs, and stopping criteria, for which good heuristics and default choices are available in
open-source software packages like PyTorch (Paszke et al. 2019) or the SBI toolkit (Tejero-Cantero�

et al. 2020) and in benchmarking studies, e.g., Lueckmann et al. 2021.

3.3.2 Inference

When using NPE, one can perform inference given the observed data directly after training as it
returns a parametric approximation to the posterior that can be sampled and evaluated with a
single pass through the underlying neural network. In contrast, NLE and NRE return an estimate of
the likelihood (ratio) and, therefore, additionally require sampling algorithms to obtain posterior
samples. The classical choice for sampling in SBI is Markov Chain Monte Carlo methods (MCMC,
Metropolis et al. 1953; Hastings 1970). More recently, variational inference (VI, Blei et al. 2017)
has been proposed as a sampling method for SBI as well (Wiqvist et al. 2021; Glöckler et al. 2022).

MCMC MCMC is a method to obtain samples from a distribution for which one does not have
the normalization constant, e.g., for obtaining posterior samples when we only have the likelihood
and the prior. The general idea of MCMC is to start with (randomly) initialized parameters, e.g.,
sampled from the prior, and to iteratively construct a chain of parameters that will eventually
converge to the target distribution. The next parameter �

0
in the chain is obtained by perturbing the

current parameter � t using a speci�c perturbation kernel q(�
0
j� t ) (e.g., a Gaussian) and accepting

it according to an acceptance probability � calculated from the prior, likelihood (ratio), and the
kernel,

� = min

 

1;
p(�

0
)

p(� t )
p(xj�

0
)

p(xj� t )
q(�

0
j� t )

q(� t j�
0)

!

: (3.6)

The chain constructed using this equation will converge to the target distribution Metropolis et al.
1953.

Several variants of the metropolis MCMC algorithm have emerged that substantially improve
its ef�ciency and accuracy. The most prominent ones are slice sampling (Radford M. Neal 2003)
and Hamiltonian Monte Carlo (HMC, Radford M Neal et al. 2011; Homan et al. 2014; Betancourt
2017). Thus, in SBI practice, it is common to use slice sampling, HMC, or a combination of the
two like the no-u-turn sampler (NUTS, Homan et al. 2014). Additionally, one has to select MCMC
hyperparameters and evaluate several performance metrics, e.g., whether to subsample the chain to
avoid autocorrelation, how many MCMC chains to run in parallel, how to initialize the chains, and
how to detect convergence—see Hogg et al. 2018 and Vehtari et al. 2021 for a general overview of
using MCMC in practice, and Lueckmann et al. 2021 for SBI-speci�c recipes.
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Variational inference Variational inference (VI) takes a different approach than MCMC. Instead
of generating posterior samples, it aims to learn a parametric approximation to the posterior. To that
end, one de�nes a parametric family of distributions and then tries to �nd the member in the family
closest to the unknown posterior distribution. The formal goal of VI is to minimize a divergence
measure between the posteriorp(� jx) and the parametric approximation q� (� jx), e.g., the Kullback-
Leibler divergence (KL). Minimizing this divergence is intractable for most practical applications.
The crux of VI is to reformulate the intractable problem of minimizing the divergence into a
tractable optimization problem. In particular, it was shown that minimizing the KL is equivalent to
maximizing the so-called evidence lower bound(ELBO), which is solvable using standard numerical
optimization methods (Blei et al. 2017).

Recently, VI was proposed as an alternative sampling algorithm for NLE and NRE (Wiqvist et al.
2021; Glöckler et al. 2022). The approach by Glöckler et al. 2022 called SNVI (sequential neural
variational inference) combines the advantages and avoids the disadvantages of NPE and NLE /
NRE, respectively. Like NPE, it results in a parametric approximation to the posterior that can be
sampled and evaluated ef�ciently and does not require expensive MCMC sampling. At the same
time, like NLE and NRE, SNVI does not require corrections when performing sequential inference
with active learning schemes. Thus, while MCMC is the default choice in most likelihood-based SBI
applications, the recent VI approaches provide a promising alternative for high-dimensional SBI
problems.

3.3.3 DDM example

Given the properties of the different SBI approaches outlined above, which one would we
choose for the DDM? In the form presented here, the DDM has a three-dimensional parameter
space and two-dimensional data space and is fast to simulate. Therefore, it represents a relatively
simple SBI problem. However, one essential feature is its frequent use in experimental setups with
many iid observations and corresponding hierarchical inference scenarios (Shiffrin et al. 2008;
Wiecki et al. 2013). Thus, applying single-round NLE or NRE trained on single-trial simulations
would be bene�cial. Subsequently, one could perform inference via MCMC (or VI) given obser-
vations with varying numbers of trials without having to retrain the underlying neural networks.
Alternatively, one could use NPE with permutation invariant embeddings networks. While this
would substantially speed up inference as no MCMC sampling would be required, it would likely
slow down the simulation and training phases, as NPE requires multiple simulated trials for each
training data point.
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3.4 A-posteriori checks

After obtaining an approximation to the posterior over model parameters—be it in the form of
posterior samples or as parametric approximation—there are several checks available for testing the
accuracy of the approximation, even if the underlying posterior is unknown. Below, I �rst present
posterior predictive checks, which provide an intuitive and direct evaluation of the predictive
performance of the posterior. I then outline more indirect checks probing the internal statistical
consistency of the SBI algorithm. Lastly, I show how the posterior can be analyzed after successful
evaluation to reveal parameter interactions in the model.

3.4.1 Posterior predictive checks

Posterior predictive checking is analogous to the prior predictive check (see section 3.1). It tests
how the posterior predictive distribution,

p(~xjxo) =
Z

�
p(~xj� )p(� jxo)d�; (3.7)

i.e., the distribution obtained by simulating data ~x � p(xj� i ) with parameters sampled from the
inferred posterior, � i � p(� jxo), compares to the observed dataxo. Several sophisticated approaches
have been developed for performing this test in the context of classical approximate inference, e.g.,
leave-one-out cross-validation or speci�c information criteria (Gelman et al. 2020). However, most
of these tests do not apply to the SBI setting as they require direct access to the model's likelihood.
Thus, in SBI, a common approach is directly comparing the predicted and observed data. For
example, we sample 1,000 parameters� from the posterior and run the simulator to obtain 1,000
predictions ~x. Subsequently, we plot the simulated data next to or on top of the observed data and
compare them visually. Ideally, the predicted data would cluster around the observed data with
a variance matching the noise expected in the simulator (see 3.4b). If this is not the case, e.g., if
parts of observed data lie clearly outside the distribution of predicted data, this is a sign of model
misspeci�cation or a problem in the inference method.

3.4.2 Simulation-based calibration

Simulation-based calibration (SBC, Cook et al. 2006; Talts et al. 2020) provides a way to system-
atically evaluate the internal consistency of the inference procedure without requiring access to
the true posterior. In essence, it checks whether the uncertainties of the inferred posteriors are
well-calibrated, i.e., that they are neither too narrow (overcon�dent) nor too wide (undercon�-
dent). To perform SBC, we use a given SBI method to repeat the inference procedureN times with
pseudo-observed data generated from the simulator using parameters sampled from the prior:

� � � p(� ) (3.8)

x � � p(xj� � ): (3.9)

Following this procedure, we obtain N posteriors pi (� jx � ), one for each pair in f (� � ; x � )gN
i =1 . Sub-

sequently, we obtain a set ofL posterior samples from each posterior and calculate the rankr i of
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Figure 3.3: Visual interpretation of simulation-based calibration. A systematic bias in an SBI method
may be due to a shift in the posterior mean (a) , an over- or underestimated posterior variance(b) , or a
mixture of both ( (c) , ground-truth posterior in gold, biased posteriors in shades of red). By performing
SBC, these different biases become visible in the shapes of the corresponding empirical CDFs of SBC ranks:
Symmetric offsets from the diagonal indicate a mean shift (d) , S-shapes around the diagonal indicate over-
or underdispersion (e) or a mixture of both (f) .

the underlying parameter � �
i among the posterior samples:

f � 1; : : : � L g � pi (� jx � ) (3.10)

r i =
LX

j =1

I [f (� j ) < f (� �
i )] 2 [0; L ]; (3.11)

where I is the indicator function and f : � ! R can be any one-dimensional random variable
(Talts et al. 2020). The ranking is well-de�ned only in the one-dimensional case. Thus, in practice,
one usually performs the ranking separately for each dimension of the posterior and setsf (� ) = � .

The central insight in the SBC procedure is thatif the posterior uncertainties are well-calibrated,
then the calculated ranks f r1; : : : ; rN g follow a uniform distribution across integers [0; L ] (Talts
et al. 2020). Equivalently, if the ranks deviate from a uniform distribution, then the posterior uncer-
tainties are not well-calibrated, indicating that the posteriors are systematically biased. Thus, the
uniformity check of SBC provides a necessary condition for the validity of the inference procedure.

Interpreting SBC results One way to test for the uniformity of the ranks is null-hypothesis
signi�cance testing, e.g., using the Kolmogorov-Smirnov test of uniformity (Kolmogorov 1933;
Smirnov 1948). In practice, however, it is often more instructive to visualize the histograms or the
empirical cumulative density function (CDF) of the ranks and to check for uniformity by visual
comparison (see Fig. 3.3). Furthermore, visualizing the distributions of the ranks can give insights
into the type of bias present in the posterior, e.g., whether the posteriors are systematically too
broad or too narrow. For example, an accumulation of the ranks at smaller values indicates that
the posteriors are systematically biased towards larger parameter values. Conversely, a tendency
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towards larger values indicates a bias towards inferring too small parameter values. Fig. 3.3
illustrates this for a Gaussian toy example. Posteriors could be systematically biased towards
smaller or values (Fig. 3.3a), systematically over- or underestimate the variance (Fig. 3.3b), or
both (Fig. 3.3c). When visualizing the SBC ranks as empirical CDF lines, these three scenarios
correspond to characteristics shapes: A systematically shifted posterior corresponds to CDF lines
lying above or below the diagonal (Fig. 3.3d), over- or under-dispersed posteriors show S-shapes
around the diagonal (Fig. 3.3e), and a mixture of both biases shows corresponding mixtures of
both CDF effects (Fig. 3.3f).

SBC in practice In practice, performing SBC requires repeating the inferenceN times, where N
should be on the order of hundreds for SBC to give reliable results (Talts et al. 2020). For NPE, this
is computationally cheap because, in the fully amortized setting of NPE, one can obtain posteriors
for each x � instantly. Running SBC for NLE or NRE is computationally more demanding as it
requires rerunning MCMC or VI to obtain posterior samples for eachx � (retraining the underlying
neural networks is not required). SBC is especially time-consuming for all sequential SBI variants
because they require rerunning training and simulating from round two onwards for each new x � .

SBC can be gamed: when setting the posterior equal to the prior, all SBC checks would pass.
However, this can be detected when running complementary posterior predictive checks. Another
caveat of SBC is that, in its basic form, it applies only to the one-dimensional marginals of the
posterior, i.e., it has to be applied for each posterior dimension separately. Several alternative
approaches have been proposed to address some of SBC's limitations. These include expected
posterior coverage tests (Dalmasso et al. 2020; Hermans et al. 2021; Miller et al. 2021; Deistler
et al. 2022a), conditional coverage tests (Masserano et al. 2022), or a reframed SBC version that
is conditional on a speci�c observation (Modrák et al. 2022).

Probability of � � Another posterior evaluation metric that can be calculated without access to
the true posterior is the average negative log probability of the true parameters (NLTP)� � under
the inferred posterior p(� jx � ):

NLTP= E� � � p(� )Ex � � p(xj� � ) [q(� jx � )]: (3.12)

NLTP provides a metric for comparing the performance of different SBI approaches and has been
used in the SBI literature extensively (Papamakarios et al. 2016; Durkan et al. 2020; Greenberg
et al. 2019; Papamakarios et al. 2019; Hermans et al. 2020). Alternatively, it could be a criterion for
comparing different neural network architectures within one SBI approach. Importantly, it is only
a valid performance measure when calculated over many(� � ; x � ) generated from the prior (Talts
et al. 2020; Lueckmann et al. 2021). In the limit of an in�nite number of pairs (� � ; x � ), it converges
to an expression with two terms: the Kullback-Leibler divergence between the approximate and
the true posterior averaged over all x � and the average entropy of the true posterior (Lueckmann
et al. 2021):

Ex � � p(x)DKL(p(� jx � )jjq(� jx � )) + Ex � � p(x)H(p(� jx � )) (3.13)

Only the latter depends on the SBI algorithm and provides a measure for the accuracy of the
approximation.
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Figure 3.4: Posterior analysis for the drift-diffusion model. (a) Visualization of the three-dimensional
posterior over DDM parameters with one-dimensional marginals on the diagonal and two-dimensional
marginals on the off-diagonal, ground-truth parameters in shown gold. (b) Reaction times and choices
simulated from the ground-truth parameters (observed data, gold) and the posterior distribution (posterior
predictive, red). (c) Simulation-based calibration results for each parameter of the DDM, shown as empirical
cumulative density functions of the calculated ranks (see main text). The grey area represents random
�uctuations expected under the uniform distribution.

3.4.3 Posterior analysis

After choosing an SBI method, training the corresponding neural networks, obtaining posteriors
samples, and performing posterior checks to ensure the validity of the inference, we can turn to the
initial goal of the SBI endeavor: running Bayesian parameter inference and interpreting the results.
To that end, we apply the trained and validated SBI method to the observed dataxo and obtain an
approximation to the posterior (or samples from it) over the model parameters conditioned on xo.

One essential bene�t of the Bayesian inference framework is that the posterior identi�es all pa-
rameter combinations likely to reproduce the data, as well as their co-relation. The plausible values
for each parameter are characterized by the corresponding one-dimensional marginal distribution,
where the variance represents the uncertainty concerning the parameter. This uncertainty could be
due to noise in the data-generating process or because several parameter values can explain the
data equally well due to compensation mechanisms or degeneracies in the model (Gutenkunst et al.
2007; Gonçalves et al. 2020). Additionally, the covariance structure of the full posterior distribution
characterizes the co-relations between each pair of parameters. Analyzing this structure can help
reveal degeneracies and compensation mechanisms between model parameters (Golowasch et al.
2002; Gonçalves et al. 2020; Deistler et al. 2022b).
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Visualization One way to visualize potential high-dimensional posteriors in two dimensions is
the so-calledpair plot. The pair plot consists of a matrix of subpanels showing each parameter's
one-dimensional marginal on the diagonal and the two-dimensional marginals for every possible
pair of parameters on the upper- or lower off-diagonal (see Fig. 3.4a). Thus, on the diagonal,
one can read off the inferred ranges of possible parameter values for each dimension, while the
two-dimensional densities on the off-diagonal already give us a glimpse of the covariance structure
of the posterior that may reveal parameter interactions in the model.

Correlations The pair plot can be inspected visually for potential interactions between the param-
eters by searching for elliptically shaped regions in the two-dimensional marginals. For example,
in the posterior of the DDM example presented in Fig. 3.4b, the shape of the two-dimensional
marginal between the drift parameter v and the offset parameterw (upper right panel) indicates a
negative correlation, while the other two pairs appear to show almost no correlations. The inter-
pretation of this shape would be that as we increase the drift, the posterior density remains high if
we simultaneously decrease the offset in the initial condition. In other words, one way to obtain
the same data (choices and reaction times) while increasing the drift (more evidence towards the
upper boundary) would be to induce an initial bias towards the lower boundary by decreasing w.
A common way to quantify the suspected correlations is to calculate the corresponding Pearson
correlation coef�cients from posterior samples.

Conditional correlations In some situations, the inferred posteriors are relatively broad for
many model parameters, suggesting that the observed data only weakly constrain the parameters.
However, this can be misleading because the univariate and pairwise marginals represent averages
over all possible values of the remaining posterior dimensions. Consequently, if the posterior is
high-dimensional, parameter interactions and compensation mechanisms might not be visible in a
low-dimensional visualization and the corresponding correlation analysis. To still detect potential
dependencies between the parameters, one can instead calculate theconditional correlationsin the
posterior (see Gonçalves et al. 2020; Deistler et al. 2022b; Boelts et al. 2023, for examples).

Sensitivity analysis The above steps enable us to identify regions of data-consistent parameters
and directions of interactions between the parameters. It is possible to investigate these regions
further. One approach proposed in Gonçalves et al. 2020 is identifying paths in the parameter
space along which parameters are data-consistent. For example, given two distinct parameter
combinations closely reproducing the observed data, one can use optimization techniques to �nd
a path of high posterior density that connects to two parameters in posterior space. Along this
path through the posterior space, all parameter combinations are data-consistent, whereas small
perturbations way from the path can lead to inconsistent data (see, e.g., Gonçalves et al. 2020,
Fig. 5).

Another way of analyzing these posterior subspaces is conducting asensitivity analysisin pos-
terior space, as proposed in Deistler et al. 2022b. Here, the idea is to identify the directions in
the posterior space in which the parameters are most sensitive, in the sense that changing them
would make them data-inconsistent. For example, given an elliptical shape in the two-dimensional
marginal of v and w in the DDM example and the corresponding negative correlation coef�cient
(Fig. 3.4a, upper right subpanel), we would expect that the parameters are less sensitive in the
elongated direction of the ellipse and more sensitive in the direction orthogonal to that. Formally,
these directions can be identi�ed by constructing the outer product of the gradients of the posterior
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density with respect to the parameters

M = E� � p(� jx) [r p(� jx)r p(� jx)> ]; (3.14)

and obtaining the eigenvectors and eigenvalues of the resulting matrixM (Deistler et al. 2022b;
Constantine 2015). The eigenvectors identify the directions and the eigenvalues the degree of
sensitivity. This sensitivity concerns all aspects of the observed data because the posterior is condi-
tioned on xo. The sensitivity analysis can be further generalized to study the parameters' sensitivity
to speci�c properties of the data, e.g., speci�c summary statistics of interest s(x) (see Constantine
2015; Deistler et al. 2022b, for details).

3.5 Summary

This chapter provided an overview of the work�ow for using SBI in practice. We have seen
that the actual execution of the SBI algorithm is only one step among many other important
evaluation steps and choices to be performed before and after the inference: Before applying SBI,
prior predictive and model misspeci�cation checks are required to ensure that SBI will give reliable
results. When selecting a speci�c SBI algorithm and a suitable neural network architecture, the
structure and dimensionality of the data and the parameters, as well as many other factors, must
be considered. After obtaining the approximation to the posterior, several checks are required, e.g.,
checks to ensure that the posterior variances are well-calibrated or that the posterior accurately
reproduces the observed data before, �nally, the posterior can be analyzed and interpreted.

This work�ow considers the currently available procedures for applying SBI to new inference
problems. With ongoing research on new SBI methods and validation techniques, the work�ow
will need to be adapted to improve the applicability and reliability of SBI further.



Chapter 4

Publications

In this chapter, I present the publications forming the basis of this thesis. I start with a short
overview of all publications. In the remainder of the chapter, I provide a summary and a note on
my contributions for each publication. The full papers are attached in the appendix.

4.1 Overview

1. Flexible and ef�cient simulation-based inference for models of decision-making.
Jan Boelts, Jan-Matthis Lueckmann, Richard Gao, Jakob H. Macke (2022)
eLife (Boelts et al. 2022).

2. Simulation-based inference for ef�cient identi�cation of generative models in computational
connectomics.
Jan Boelts, Philipp Harth, Richard Gao, Daniel Udvary, Felipe Yanez, Daniel Baum, Hans-
Christian Hege, Marcel Oberlaender, Jakob H. Macke (2023)
bioRxiv (Boelts et al. 2023).

3. sbi: A toolkit for simulation-based inference.
Álvaro Tejero-Cantero� , Jan Boelts � , Michael Deistler� , Jan-Matthis Lueckmann� , Conor
Durkan� , Pedro J. Gonçalves, David S. Greenberg, and Jakob H. Macke (2020)1

Journal of Open Source Software (Tejero-Cantero� et al. 2020).

All three publications contribute to my overall aim of advancing methods and the applicability
of simulation-based inference (SBI). The �rst paper contributes a new SBI method that enables
ef�cient Bayesian parameter inference in computational models of decision-making. As parameter
inference is a central task in cognitive neuroscience, an extensive toolkit of parameter-tuning meth-
ods for models of decision-making already exists. However, current methods are often limited to
non-Bayesian approaches that optimize for single best-�tting parameters or Bayesian approaches
that work only for simpli�ed analytically tractable models. While SBI would overcome these limita-
tions, current SBI methods often struggle with the data types and experimental setups commonly
encountered in decision research. Therefore, we develop an SBI method tailored to decision-making
models. By building on recent advances in neural-network-based density estimation (see General
Background), our method is several orders of magnitude more simulation-ef�cient than previous
approaches, enabling its application to a broader range of inference problems.

1� equal contribution
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The second paper demonstrates how SBI can be applied to inference problems incomputational
connectomics. In connectomics, large amounts of data about the physical and functional connectivity
of neurons are acquired to study the general principles underlying brain connectivity. In addition
to these experimental efforts, researchers build computational models to ef�ciently develop and
test hypotheses about the data. For example, one way to test whether a hypothesized wiring rule
can explain the measured data is to generate corresponding simulated connectivity data in a
computational model and compare it to measured data. As with most computational modeling
approaches, this poses the challenge of identifying the free parameters of the wiring rule such
that the simulated data matches the measured data. We show how to apply SBI to computational
models used in connectomics to address this challenge. With this, we set the stage for applying
SBI to challenging inference problems in connectomics to enable the ef�cient testing of hypotheses
derived from connectivity measurements.

The third contribution addresses the applicability of SBI. The recent advances in neural-network-
based density estimation fostered the development of many new neural SBI methods (see Neural
simulation-based inference for details). However, from a practitioner's view, these methods are
often challenging to apply because of a lack of software tools and application guidelines. To address
this gap between method development and applicability, we develop an SBI software package that
provides access to the main neural SBI approaches in a well-documented and user-friendly way.
We thereby hope to facilitate the application of SBI for researchers and practitioners.

4.2 Flexible and e�cient simulation-based inference for models of
decision-making

4.2.1 Summary

Motivation

In cognitive neuroscience, computational models are essential for analyzing experimental data and
testing hypotheses about the neural mechanisms underlying cognition. For example, a common ap-
proach for studying perceptual decision-making processes is to record behavioral and neural data of
subjects performing a simple decision-making task. This experimental data is often analyzed using
so-calleddrift-diffusion models(DDM, see General Background, Fig. 2.2) to relate experimentally
recorded behavioral data (reaction times and choices), and neural data (Ratcliff 1978; Bogacz et al.
2006; Gold et al. 2007). To identify the free parameters of the employed computational models
like the DDM, optimization methods that identify single best-�tting model parameters Tavares
et al. 2017; Shinn et al. 2020 as well as Bayesian statistical inference methods are commonly used
(Wiecki et al. 2013; Kangasrääsiö et al. 2019). While Bayesian inference methods tend to provide
a more principled approach to parameter inference in cognitive models (see General Background,
Shiffrin et al. 2008; Schad et al. 2021), they are usually limited to a speci�c type of models for
which the likelihood function is accessible, e.g., they only work for a subset of DDMs. SBI thus
provides a suitable alternative as it enables Bayesian inference using only simulations from the
model. However, the currently available SBI methods can be challenging to apply to the data and
experimental setups typically used in decision-making research, e.g., they struggle to deal with
the mixed data types of discretechoices andcontinuousreaction times. Our work addresses these
challenges by providing an SBI method tailored to decision-making models.
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